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Sparse Solvers Roadmap

Year 1 (FY26) Year 2 (FY27) Year 3 (FY28) Year 4 (FY29) Year 5 (FY30)
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ABCG : COMPASS CG Solver

» Research-based CG solver
» Less optimized than NNSA CG solvers such as hypre and Belos

» Students benchmarking and optimizing as first pass, before integrating optimizations into larger codebases
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ABCG — Current Status

* CPU-only CG with MPI Advance integration

» Simple ROCm version for Tuolumne

» Nathan Johnson (undergraduate student):

» Adding NVIDIA version for Easley

re = b - A Xe

SpMV: halo exchange

Pe = e

Ye (ra, re)

MPI_Allreduce |

fori=29, 1, .

s = A ps

SpMV: halo exchange

a=vi / (s, pi)

MPI_Allreduce #1

Xiv+1 = Xi + @ pi

Fri+1 = ri — o s

Yis1 = (ri+1, ri-i)
if vyi+1 < tol: stop
B=vi+1 / vyi

pi+1 = ri+1 + B pi

(] SpMV: neighbor (point-to-point) communication

MPI_Allreduce #2 |

(] Allreduce: global synchronization
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Stream Triggering in ABCG

» Goal: extend strong scalability of NNSA solvers

. . . re = b — A Xxe SpMV: halo exchange
with stream triggering N
Yo = (ro, ra) MPI_Allreduce J

fori=290, 1, ..

» Students: Greg Ziter-Glass (undergraduate) and

s = A pi SpMV: halo exchange

Andy Borch (PhD, started Fall’27) S y: / (s, p1) MPI_Allreduce #1

Xi+1 = Xi + A pPi

Fri+1 = Tri — A S

* First step: Adding stream triggering into ABCG, R T |
testing performance beyond the strong scaling 1f Vyie1 < tol: stop
. . B =vyi+s1 / ¥i
|"11It pi+1 = ri+1 + B ps
(] SpMV: neighbor (point-to-point) communication (] Allreduce: global synchronization

* Next step: Investigate performance within Trilinos

solvers such as Ifpack2 block Jacobi
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ABCG — Preconditioning and Asynchronous Variants

» Connor Gardiner (undergraduate student):

» Added Incomplete Cholesky preconditioning

A, row-partitioned M = blockdiag(L_p L_pT)
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Rank 0 P50 00
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T BT e
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ook T N 00
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Rank 2 Tz [oog 00
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e 00 EE
Rank 3 x| 000 0
- n'n 50
Off-rank couplings dropped Apply: local solves, no comm
() Kept (diagonal block) . Dropped coupling () Entry of L_p
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ABCG — Preconditioning and Asynchronous Variants

e Connor Gardiner:

* Has implemented a pipelined CG version of ABCG

Standard CG Pipelined CG
re = b — AXe; pe = roe re = b - Axe; We = Aro
Yo = (re, ro) fori=0, 1, .
fori=90, 1, . yi = (ri, ri)
s = A pi 6 = (wi, ri)
a=vy:i / (s, pi) // one fused Iallreduce
// blocking allreduce #1 g =A wi // overlaps it
Xi+1 = Xi + Q pi B=vi/yi-1, a =vyi/(b - Byi/ai-1)
ris1 = ri — o s // 1=0: B =0, a=ye/b
Yi+1 = (ris1, ris+a) Zi = qQ+ B zi-2
// blocking allreduce #2 Si = Wi + B Si-1
B =vyi+1 / vyi pi = ri + B pi-1
Pi+1 = ri+1 + B pi Xi+1 = Xi + @ pi
Fi+1 = ri — a Si

Wi+l = Wi — O Zi
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ABCG — Preconditioning and Asynchronous Variants

e Connor Gardiner:

* Investigating progressing SpMV communication

// Parallel SpMV
v void spmv(double alpha,
ParMat& A,
std: :vector<double>& x,
double beta,
std::vector<double>& b,
SpMVComm* comm)

int proc, start, end;
int tag = 9;

comm->pack(x);

comm->start();

spmv(alpha, A.on_proc, x.data(), beta, b.data());
comm->wait();

spmv(alpha, A.off_proc, comm->get_recvbuf(), 1.8, b.data());
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ABCG — Preconditioning and Asynchronous Variants

» Connor Gardiner:
» Added Incomplete Cholesky preconditioning
* Has implemented a pipelined CG version of ABCG

* Investigating progressing SpMV communication

* CG on 64 Processes of Easley, Dubcova2.pm
« Standard CG: 169 iterations, 1.87 seconds

Preconditioned CG: 141 iterations, 1.72 seconds
Pipelined PCG: 1.54 seconds

Pipelined PCG with lallreduce: 1.39 seconds
Pipelined PCG with lallreduce and OMP Spmv: 1.31 seconds
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hypre — CG Performance

©  GPU baseline
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hypre — CG Performance

© GPU baseline
TI CPU baseline

o
m -
g Tuolumne Nodes:
% . -4 GPUs
= - 84 CPU cores
£ 10711 i O _
S O~ -
=Cr - .
é 4 é 1|6 3'2 5I4
Nodes

C 9 MPASS



hypre — CG Performance

——&— Speedup (best CPU baseline / best numaaware) O GPU baseline W CPU numaaware A GPU CPX numaaware
—4— Speedup (best GPU baseline / best numaaware) T CPU baseline A GPU CPX baseline

Time per solve (s)

Nodes

Mike Adams: Improving The Scalability of GPU-Aware Iterative Solvers Using Locality-Aware Collectives
and All Available Processing Per Node




hypre — AMG Performance
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hypre — AMG Performance

Setup Times Solve Times
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MuelLu — AMG Performance
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MuelLu — AMG Performance
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Plans for Coming Year

* Investigate trade-offs between standard and asynchronous CG variants
» Impact of MPI Advance communication optimizations
* Impact on GPU-Aware CG
» Optimizing hypre and MueLu AMG solves for emerging systems:
* Creating a hybrid solve that uses CPUs + OpenMP in setup, GPUs in solve when warranted

» Goal: investigate impact on MiniEM
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Plans for Coming Year

* Enlarged Krylov Methods — RAPtor

Instead of a single right-hand-side vector, have a block of vectors

More computation, faster convergence. Has shown promise on GPU systems.

Currently no enlarged preconditioner

Collaborative effort: working on AMG preconditioner for block right hand side
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Lockhart et al, Performance Analysis and Optimal Node-Aware Communication for Enlarged Conjugate Gradient Methods
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Conclusions and Acknowledgements

* Linear solvers often have poor strong scalability, particularly when using NI THE UNIVERSITY OF
W NEW MEXICO
GPUs
* Investigating methods for improving the performance of linear solvers, w Tennessee
TECH

particularly at strong scaling limits, through stream-triggering, communication

optimizations, increased asynchrony, and using all available resources.
THE UNIVERSITY OF

* Investigating trade-offs of Krylov method variants ALABAMA
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